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Diego López de Ipiña

Facultad de Ingenieŕıa
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Abstract
In this article we examine three different ap-
proaches to categorising documents from mul-
tilingual corpora using machine learning algo-
rithms. These approaches satisfy two main
conditions: there may be an unlimited num-
ber of different languages in the corpus and
it is unnecessary to previously identify each
document’s language. The approaches dif-
fer in two main aspects: how documents are
pre-processed (using either language-neutral or
language-specific techniques) and how many
classifiers are employed (either one global or
one for each existing language). These ap-
proaches were tested on a bilingual corpus pro-
vided by a Spanish newspaper that contains ar-
ticles written in Spanish and Basque. The em-
pirical findings were studied from the point of
view of classification accuracy and system per-
formance including execution time and memory
usage.
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1 Introduction

Text management techniques are an impor-
tant topic in the field of Information Systems.
They have been gaining popularity over the
last decade with the increased amount of dig-
ital documents available and, thus, the ne-
cessity of accessing their content in flexible
ways [15]. From these techniques, one of the
most prominent is Text Categorisation using
Machine Learning, currently relying on a very

active and large research community. However,
the vast majority of this research is done us-
ing English corpora, with much less attention
paid to other languages or multilingual envi-
ronments. Some recent projects applied cross-
lingual approaches to environments with very
few or none training documents in a language
for which documents need be classified [2, 8].
We believe that approaches like the ones pre-
sented here are efficient in multilingual contexts
where for each supported language an adequate
number of training instances exist.

In this work we are interested in the tools for
writing, distributing and selling news stories to
consumers. This industry is one of those most
affected by the Internet revolution and, there-
fore, in great need of the ability to process dig-
ital content effectively. Because the target au-
diences are culturally diverse, there is often a
need to express the same content in different
languages even within the same context (e.g.
country, region, community, etc.). For exam-
ple, in certain multilingual countries, a single
newspaper carries news in several (usually two
or three) languages in order to cover the largest
number of readers. This situation is particu-
larly common in Europe and presents an inter-
esting application problem to text categorisa-
tion, where the documents to be classified are
provided in more than one language under the
same set of categories.

There are several sensible approaches to solv-
ing this problem. They include the possible use
of language identification, language-dependent
or neutral preprocessing of documents, single
or multiple classifiers involving one or more
learning algorithms, etc. The configuration
strongly depends on the characteristics of the
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multilingual corpus. For example, if the cor-
pus documents contain no information on the
language they are written in, a language iden-
tification step might be necessary. It is desir-
able to explore the diverse possible configura-
tions in order to learn which one best fits a
given document corpus to obtain the best re-
sults. The system-related performance of these
configuration, including memory usage and ex-
ecution time, may also be considered important
in production environments.

The structure of this paper is as follows. Sec-
tion 2 includes some background information
on the main algorithms and methods used in
this work. Section 3 describes the corpus of
bilingual (Spanish and Basque) newspaper arti-
cles used for experimentation. Section 4 briefly
describes the software framework employed for
performing the experiments. Section 5 details
the three different approaches we propose. Sec-
tion 6 contains the configuration used in the
experiments, while Section 7 discusses the cor-
responding results and some derived ideas on
future work.

2 Background

This section contains the description of the
learning algorithms used by the classifiers as
well as the automatic language identification
functionality. It also includes an explanation
of the classification accuracy measures studied
in this work.

2.1 Base Learners

2.1.1 Näıve Bayes

Näıve Bayes [10] is a probabilistic classification
algorithm based on the assumption that any
two terms from T = {t1, . . . , t|T |} represent-
ing a document d and classified under category
c are statistically independent of each other.
This can be expressed by

P (d|c) =
|T |∏
i=1

P (ti|c) (1)

The category predicted for d is based on the

highest probability given by

argmaxP (c|d) = argmaxP (c) P (d|c)

= argmaxP (c)
|T |∏
i=1

P (ti|c)

(2)
Two commonly used probabilistic models for

text classification under the Näıve Bayes frame-
work are the multi-variate Bernoulli and the
multinomial models. These two approaches
were compared in [12] and the multinomial
model proved to perform significantly better
than the multi-variate Bernoulli, which moti-
vated us to choose it for this work.

2.1.2 k-Nearest Neighbours

k-Nearest Neighbours (kNN) is an example-
based classification algorithm [17] where an un-
seen document is classified with the category of
the majority of the k most similar training doc-
uments. The similarity between two documents
can be measured by the Euclidean distance of
the n corresponding feature vectors represent-
ing the documents

s(di, dj) =
n∑

f=1

(dif − djf
)2 (3)

All neighbours can be treated equally or a
weight can be assigned to them according to
their distance to the document to categorise.
We selected two weighting methods: inverse to
the distance (1/ s) and opposite to the distance
(1− s). When several of these k nearest neigh-
bours have the same category, their weights are
added together, and the final weighted sum is
used as the probability score for that category.
Once they have been sorted, a list of category
ranks for the document to categorise is pro-
duced.

Building a kNN categoriser also includes ex-
perimentally determining a threshold k. The
best effectiveness is obtained with 30 ≤ k ≤
45 [16]. It is also interesting to note that in-
creasing the value of k does not degrade the
performance significantly.

2.1.3 Rocchio

Rocchio is a profile-based classification algo-
rithm [13] adapted from the classical Vector



Space model with TF/IDF weighting and rel-
evance feedback to the classification situation.
This kind of classifier makes use of a similarity
measure between a representation (also called
profile) pi of each existing category ci and the
unseen document dj to classify. This similar-
ity is usually estimated as the cosine angle be-
tween the vector that represents ci and the fea-
ture vector obtained from dj . A document to
classify is considered to belong to a particular
category when its related similarity estimation
is greater than a certain threshold.

First, a feature frequency function is defined

s(f, d) =
r(f, d) log(|D|/nf )∑

i∈F

r(i, d) log(|D|/ni)
, (4)

where F is the set of all existing features with
f ∈ F , ni expresses in how many documents fi

appears, and r is the function of relative rele-
vance of multiple occurrences that can be de-
fined by r(f, d) = max(0, log(0, nf )).

The profile pi of a category ci is a vector of
weights where one instance is calculated by

w(f, d) = max(0, β
|Dc|

∑
d∈Dc

s(f, d)−
γ

|D̄c|
∑

d∈D̄c

s(f, d)),
(5)

where Dc is the set of documents belonging to
c and D̄c the set of documents not belonging to
c. The parameters β and γ control the relative
impact of these positive and negative instances
to the vector of weights, with standard values
being β = 16 and γ = 4 [13].

2.2 Language Identification

The method we used in this work is based on
computing and comparing language profiles us-
ing n-gram frequencies. A n-gram is a chunk of
contiguous characters from a word. For exam-
ple, the word hello contains the 3-grams: he,
hel, ell, llo, lo , and o , with representing
a blank. In general, the number of n-grams
that can be obtained from a word of length w
is w + 1.

On the one hand, Zipf’s law [18] establishes
that in human language texts the word ranked
in n-th position according to how common it is,
also occurs with a frequency inversely propor-
tional to n. On the other hand, experiments

performed in [3] determined that around the
400 most frequent n-grams in a language are
almost always highly correlated to that lan-
guage. It is now reasonable to generate a lan-
guage profile using an arbitrary collection of
documents all in the same language. For each
document, the punctuation and digit charac-
ters are removed, while letters and apostro-
phes are kept. The remaining text is tokenised,
and each token properly padded with previous
and posterior blanks. Values of n from 1 to
5 are habitually enough. These n-grams are
used to create a dictionary with the 400 most
frequent words ranked by frequency. There-
fore, for each supported language, a profile
pi ∈ P = {p1, . . . , p|P |} is generated.

Comparing two language profiles consists of
calculating

δ(pi, pj) =
|Gi|∑
k=1

|k −K(gik , pj)|, (6)

where Gi is the set of n-grams in pi and gik

the n-gram of pi ranked in k-th position. The
function K(g, pi) returns the rank of g in pi. If
g /∈ pi then an very high value is used so that
K(g, pi) � |Gi|.

When the language of a new document d is
to be identified, its profile p is calculated and
compared to each existing language profile in
P . The chosen language will be that of the
profile whose index is obtained by

argmin{δ(p, p1), δ(p, p2), . . . , δ(p, p|P |)} (7)

2.3 Measures of Classification Accu-
racy

Precision (π) and recall (ρ) are two common
measures for assessing how successful a text
categoriser is. Precision indicates the proba-
bility that a document assigned to a certain
category by the classifier actually belongs to
that category. On the contrary, recall estimates
the probability that a document that actually
belongs to a certain category will be correctly
assigned to that category during the categori-
sation process. These two measures are defined
by

π =
TPi

TPi + FPi
, ρ =

TPi

TPi + FNi
, (8)



Category ci
Expert decision
Yes No

Classifier Yes TPi FPi

decision No FNi TNi

Table 1: category-specific contingency table

where TPi indicates the number of true pos-
itives or how many documents were correctly
classified under category ci. Similarly, FPi in-
dicates the number of false positives and FNi

corresponds to false negatives. Table 1 provides
an overview of these measures.

However, precision and recall are generally
combined into a single measure called Fβ where
0 ≤ β ≤ ∞. The parameter β serves to balance
between the importance of π and ρ, and can be
expressed by

Fβ =
(β2 + 1)πρ

β2π + ρ
(9)

Values near 0 give more importance to π
while those closer to ∞ provide more relevance
to ρ. The most common applied value is 1 that
procures the same importance for both π and
ρ. Therefore, Equation 9 is transformed into

F1 =
2πρ

π + ρ
=

2TPi

2TPi + FPi + FNi
(10)

Instead of using category-specific values of
F1, an averaged measure is usually preferred,
concretely the macro- and micro-average, iden-
tified by FM

1 and Fµ
1 respectively. Micro-

averaging gives more emphasis on performance
of categories that are more frequent (i.e. there
are more training documents for these cate-
gories) and is defined by

Fµ
1 =

|C|∑
i=1

2TPi

|C|∑
i=1

(2TPi + FPi + FNi)

, (11)

where |C| indicates the number of existing
categories. On the contrary, macro-averaging
focuses on uncommon categories. Micro-
averaged measures will almost always have

higher scores than the macro-averaged ones. It
can be expressed by

FM
1 =

|C|∑
i=1

F1i

|C|
(12)

Finally, the whole error measure is calcu-
lated by

error =

|C|∑
i=1

(FPi + FNi)

|C|∑
i=1

(TPi + FPi + FNi + TNi)

(13)

3 The Corpus of Newspaper
Articles

In this work we contribute with a new corpus of
newspaper articles called Diario Vasco, which
contains about 75,000 articles written in either
Spanish or Basque that were published dur-
ing the year 2004. The corpus is divided into
monthly lots, with around 6,500 news articles
per month, November being the month that
had the most news, with 7,121, whereas De-
cember had the fewest, with 5,501. Each item
of news is embodied into an XML file that con-
tains some additional information other than
the article contents and its category. These
categories correspond to the newspaper section
where the news were published.

The 20 different categories of this corpus are
quite skewed. On average, the category De-
portes is the most popular, having some 1,000
on any given month. Other categories with the
most number of documents include Tolosa and
CostaUrola, each with around 500 instances
per month. The less populated categories are
Gipuzkoa, and Contraportada, with little more
than 100 articles in most months.

As a general case, every category contains
articles in both languages, although it is possi-
ble to find exceptional days where a particular
category contains articles in only one language.
For the current corpus of 2004, we estimated,
by means of the automatic language identifica-
tion technique depicted in Section 4, that 85%
of the articles were written in Spanish and the
remaining 15% in Basque.



There are two important remarks about this
corpus. The first is that each article has only
one category. The second is the lack of infor-
mation about which language the article was
written in.

4 Software Framework

All the experiments covered in this paper were
performed on Awacate [1], an object-oriented
software framework for Text Categorisation,
which is written in Java and available as open
source. It was designed with the aim of being
mainly used in the context of web applications.
It offers numerous features to suit both a pro-
duction environment where performance is cru-
cial as well as a research context where highly
configurable experiments must be executed.

Awacate includes several learning algorithms
such as Näıve Bayes, Rocchio, SVM, and kNN.
They can also be used as the base binary
learners for ensembles using the decomposition
methods One-to-All, Pairwise Coupling, and
ECOC [5]. The documents to categorise can
be provided in English, German, French, Span-
ish, and Basque and they may belong to one
or several categories. Awacate offers complete
evaluation of results including category-specific
TPi, FPi, FNi, πi, ρi, F1i and averaged πµ,
ρµ, Fµ

1 , πM , ρM , FM
1 , as well as partitioning of

the testing space using n-fold Cross Validation.
Awacate can be used in production systems due
to its high scalability based on a cache system
that allows for precise control of the amount
of memory allocated, and its performance ef-
ficiency thanks to a carefully tuned-up code-
base.

In this project we have added two new func-
tionalities to Awacate: automatic language
identification and language-neutral stemming.

5 Approaches

In this sections we propose three different
multilingual approaches to text categorisation.
They differ in two main aspects: whether a sin-
gle or one-per-language classifier is used and
how the documents are processed according to
their language. By document processing, we
refer to the pre-processing stage (tokenisation,
stop-words removal, stemming, etc.) in order

to select features as well as the later creation
of the feature vectors used by the learning al-
gorithms.

5.1 Language-neutral Document
Processing and a Single Classi-
fier (1P1C)

In this approach, a single classifier learns from
training documents regardless of which lan-
guage they are in. The feature vectors used by
this classifier are built using a language-neutral
method, meaning that instead of using a com-
mon word stemming approach, we use n-grams.
This is possible because some of the n-grams
obtained from a word will comprise only parts
of a word with no morphological variation [11].
For example, the words runner, running, and
run share the 3-gram run.

Selecting the n-grams that will later be used
as features consists of building a dictionary
with all the possible n-grams found in all the
training documents, and then choosing those
with the highest inverse document frequency.
The reason for choosing this particular type of
frequency is that affixes indicating a particu-
lar morphological variation will be found fre-
quently in many words, and therefore will offer
a low inverse document frequency [11]. The
best value of n depends on the language(s) of
the documents and their context, and hence
finding it demands running several experiments
for evaluation and configuration.

The major advantage of using this method is
its language-neutrality. No particular knowl-
edge is required about either which language
each document is in or how many languages
are present in the corpus. The only parameter
to adjust is the optimum value for n (in our
experience, a value around 5 will usually work
sufficiently well). The most likely disadvantage
would be its high requirement regarding system
memory, due to the large dictionary needed.

5.2 Language-specific Document
Processing and a Single Classi-
fier (NP1C)

This approach is similar to Approach 1P1C
in the use of a unique classifier regardless of
how many different languages are dealt with.
The main difference is how the documents are



processed, using a different procedure for each
language. This means that as many document
processing modules are needed as there are ex-
isting languages. Each of these processors in-
cludes a stop-word remover and a word stem-
mer. In the case of stemming, we used Porter’s
rule-set [14] for Spanish and the rule-set illus-
trated in [4] for Basque.

The distinctive step in this approach is build-
ing the common knowledge set with the infor-
mation obtained from the training documents.
This knowledge set comprises the features se-
lected to represent the documents as feature
vectors as well as the collection of existing cat-
egories. The knowledge set is built as part of
the pre-processing stage and used to generate
feature vectors. In order to extract the fea-
tures from a document, its language has to be
previously identified, and then the correspond-
ing pre-processing procedures applied. After all
the features have been extracted from the train-
ing documents, the common knowledge set will
be used to create the feature vectors, indepen-
dent of the document from which they derive.

Similarly, when a new document has to be
categorised, it is first pre-processed according
to its language, which has to have been previ-
ously identified. Then its feature vector can be
created and used by the classifier to infer its
category.

A limitation of this approach may be the
non-availability of the stop-words list or stem-
ming rules for a particular language.

5.3 Language-specific Document
Processing and Independent
Classifiers (NPNC)

In this approach the documents are processed
using language-specific stop-word lists and
stemming rule-sets, similar to Approach NP1C.
However, there exists one independent classifier
for each language found in the training docu-
ments, with its own configuration of the learn-
ing algorithm. There is also a different knowl-
edge set for each language, each one containing
the particular features of a language.

During the first stage of document analy-
sis, existing languages and categories are deter-
mined and used to instantiate the correspond-
ing classifiers and feed the knowledge sets. Af-
ter this task is finished, the learning algorithms

have to be trained. Therefore, feature vectors
are created using the knowledge set that cor-
responds to the language of the document in
question, and eventually used for the training
process.

Consequently, in order to categorise a docu-
ment, after this document’s language is iden-
tified its corresponding knowledge set is used
to create its feature vector that will be sent to
the proper classifier and eventually its category
deduced.

This approach may suffer from the same lim-
itation as Approach NP1C. Additionally, a lack
of sufficient training instances of documents in
a certain language while dealing with multilin-
gual corpora may be a problem. In such a
situation, the relevant classifier might be in-
sufficiently trained resulting in lower being ob-
tained.

6 Experimental Configura-
tions

We chose the articles published during No-
vember 2004, which comprised of 7,121 doc-
uments with a total size of 24 MB, averaging
4.88 KB/document. For each experiment exe-
cution all the documents in this month were
randomly shuffled and then we applied the
category-based holdout validation method, us-
ing an 80/20 split with a cap at 300 training
documents. In other words, 80% of the doc-
uments found in each category, up to a maxi-
mum of 300, were randomly chosen to be used
for training. The remaining documents were
used for testing. Each experiment was executed
10 times and their results eventually averaged.

Feature selection was performed using the
function χ2(ti, cj) that measured the depen-
dence of the category cj on the occurrence of
the term ti. Using χ2 produced better results
than other feature selection functions such as
Term Frequency, Document Frequency, or In-
formation Gain. Using Näıve Bayes, we ap-
plied a reduction factor of ξ = 0.88 leaving ap-
proximately 17,551 features in Approach 1P1C,
5,000 features in Approach NP1C, and 4,278
(Spanish) + 1,133 (Basque) features in Ap-
proach NPNC. Using Rocchio, the reduction
factor was ξ = 0.9, corresponding to 14,625,
4,286, and 3,508 + 955 features respectively.
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Figure 1: Classification accuracy

In the case of kNN, it was ξ = 0.95, represent-
ing 7,313, 2,284, and 1,854 + 517 features.

The feature vectors were built using a sparse
representation for the sake of memory usage
efficiency. Each feature was weighted by means
of the function TF/IDF(ti, dj), which is based
on the assumption that those terms occurring
in more documents have little discriminatory
strength among categories. Each TF value was
normalised as a fraction of the highest TF value
found in the document in question.

In the case of Approach 1P1C, the opti-
mum value for the n-grams was found to be
6. For the learning algorithm kNN, the opti-
mum value of k we determined was 40. For the
learning algorithm Rocchio, the parameter val-
ues were α = 0, β = 20, γ = 0, with a threshold
of 0.8.

The computer used was a PC with dual
2.4GHz Pentium 4, running GNU/Linux
2.4.26. The code run using Sun’s Java version
1.4.2. in client mode.

7 Results and Conclusions

We were interested in the results from two
points of view: their classification accuracy and
the system-related performance, specifically ex-
ecution time and memory utilisation.

There are three sets of results shown in fig-
ures 1, 2, and 3. The precise measurements
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Figure 2: Execution time

that these graphs were based on can be found
in Table 2. Table 3 illustrates the category-
specific measurements for the best result, the
worst, and one in the middle. The classification
accuracy is expressed in terms of the category-
specific, macro-averaged, and micro-averaged
breakeven point between precision and recall,
respectively identified by F1, FM

1 , and Fµ
1 (see

Section 2.3 for additional details). The execu-
tion time and memory usage measurements are
based on a full run, including the processing of
the documents, training of the classifier(s), and
categorising of the test documents.

The three approaches worked reasonably well
providing acceptable results regarding accu-
racy. (It might be worthwhile to mention
here that some language-related tasks that are
part of the Text Categorisation process gen-
erally yield worse results in Spanish than in
English [7], with no available published results
about Basque.) However, it is obvious that
both the Approach NPNC yields the best ac-
curacy results in general and Näıve Bayes is
the most competent algorithm overall in terms
of execution time, memory usage, and accu-
racy. Therefore, we can conclude that Ap-
proach NPNC is the best of the three proposed



Algorithm FM
1 Fµ

1 error time memory

1P
1C

Näıve Bayes 0.5993 0.7347 0.0101 35 s 194 MB
Rocchio 0.5648 0.6911 0.02 2m14s 198 MB
kNN (w = 1.0) 0.4716 0.6142 0.0252 46m14s 122 MB
kNN (w = 1/s) 0.4454 0.6128 0.0243 46m14s 122 MB
kNN (w = 1− s) 0.5291 0.6446 0.0221 46m14s 122 MB

N
P

1C

Näıve Bayes 0.6039 0.746 0.0175 1m12s 92 MB
Rocchio 0.3423 0.47 0.0338 2m46s 94 MB
kNN (w = 1.0) 0.4908 0.6382 0.0217 18m48s 86 MB
kNN (w = 1/s) 0.5023 0.634 0.023 18m48s 86 MB
kNN (w = 1− s) 0.5172 0.6523 0.0237 18m48s 86 MB

N
P

N
C

Näıve Bayes 0.6142 0.7587 0.016 1m56s 90 MB
Rocchio 0.3483 0.469 0.0348 3m26s 91 MB
kNN (w = 1.0) 0.4958 0.6481 0.0216 14m37s 84 MB
kNN (w = 1/s) 0.509 0.6382 0.0227 14m37s 84 MB
kNN (w = 1− s) 0.5332 0.6636 0.02 14m37s 84 MB

Table 2: Overall Experimental Measurements
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Figure 3: Memory usage

in this work. It not only provides slightly bet-
ter results than the other two, but they are
obtained using a significantly smaller amount
of features in the vectors representing the doc-
uments, contributing to a better system per-
formance and lower resource requirements. Of
course, there is no certainty that this approach
can be used in all situations, so Approach 1P1C
may still be the only one applicable in some cir-
cumstances.

Even though Approach NP1C is the simplest
from the implementation point of view, the re-

sults it offers are quite acceptable and even
comparable to the other two approaches. As
part of the explanation about why this occurs,
it is important to bear in mind that while the
two languages are very different in vocabulary,
there are still many shared terms, including
proper names, numbers, acronyms, etc. There
is an unexpected low accuracy with Rocchio in
approaches NP1C and NPNC that we blame
on the nature of this algorithm that requires
a larger number of training instances than the
other two algorithms.

It is important to note that the accuracy re-
sults obtained are most probably not the best
that can be achieved in this environment. The
adjustment of the parameters in the learning
algorithms, feature selections, and documents
processing (e.g. using a more advanced Spanish
stemming method like that found in [6]) could
be further tuned up if the ultimate goal were to
find the best classification accuracy. For exam-
ple, different learning algorithms or configura-
tions to the same algorithm could be applied in
Approach NPNC with the aim of maximising
the outcome.

One of the obvious results concerning sys-
tem performance is how much slower kNN is
when compared to the other two classification
algorithms. This is due to its cost linear rela-
tionship between the classification process and
the number of training documents and their
size [9]. Therefore, it is not clear what advan-



Algorithm
Category NPNC 1P1C NP1C

Näıve Bayes kNN (w = 1− s) Rocchio
Name Account F1 error F1 error F1 error

Deportes 949 0.894 0.061 0.8352 0.1164 0.6792 0.1596
Opinion 278 0.2632 0.0131 0.5128 0.0268 0.129 0.038
Gente 150 0.5 0.0066 0.125 0.0099 0.1579 0.03
Cultura 360 0.6752 0.0239 0.5769 0.031 0.426 0.0455
SanSebastian 390 0.7514 0.0211 0.5435 0.0296 0.2791 0.0582
CostaUrola 531 0.75 0.0507 0.5405 0.0839 0.5077 0.0901
Contraportada 104 0.1739 0.0089 0.7778 0.0028 0 0.0465
Tolosa 596 0.7548 0.0601 0.5379 0.0945 0.5435 0.0986
Comarca 342 0.5789 0.0225 0.4842 0.0346 0.38 0.0291
Gipuzkoa 112 0.0714 0.0122 0 0.0085 0.0449 0.0399
AltoDeba 418 0.7273 0.0282 0.4124 0.0402 0.5 0.0554
Economia 270 0.5055 0.0211 0.7143 0.0113 0.3056 0.0235
AlDia 480 0.75 0.0385 0.5385 0.0508 0.4841 0.084
Mundo 354 0.7087 0.0174 0.5124 0.0416 0.6557 0.0197
BajoDeba 396 0.7707 0.0221 0.5316 0.0261 0.309 0.0756
Bidasoa 368 0.6752 0.0239 0.4167 0.0296 0.3371 0.0554
TVyRadio 213 0.7037 0.0075 0.85 0.0042 0.1455 0.0221
Politica 388 0.7685 0.0221 0.4691 0.0606 0.5357 0.0366
Pasaia 257 0.6494 0.0127 0.5 0.0212 0.2571 0.0244
AltoUrola 164 0.6122 0.0089 0.5 0.0099 0.169 0.0277

Total 7121
0.6142M

0.016
0.5291M

0.0221
0.3423M

0.0338
0.7587µ 0.6446µ 0.47µ

Table 3: Category-specific Experimental Measurements

tages kNN could provide as its memory usage is
close to that of Näıve Bayes and Rocchio. Also
remarkable is the significant memory needs of
Approach 1P1C, with roughly twice as much
memory used as in the other two approaches.
Because the accuracy results are also the worst,
we conclude that the interest of engaging in Ap-
proach 1P1C would only make sense when the
languages used by the corpus documents are
unknown, or are known but no pre-processing
procedures are available.

We should also note that the function χ2

used for feature selection is very expensive from
a computational point of view due to its need
for a contingency table that will usually con-
tain many thousands of cells. This may have
an especially important impact when combined
with the n-gram-based neutral pre-processing
of documents.

As a supplementary result worthwhile to
mention, the language identification functional-

ity employed by approaches NP1C and NPNC
(see Section 2.2 for further details), proved
to be extremely accurate. Our experiments
showed that over 99% of the documents were
correctly classified by its language. Our results
are uniform with those found in [3].

We have plans to conduct further experi-
ments using other multilingual corpora, desir-
ably some where the number of languages is
more than two, then analyse how the find-
ings are influenced by the number of lan-
guages. This should be especially important
for the language-neutral document processing
approach. The larger the number of languages
supported, the greater the number of features,
and therefore the bigger the system memory
required. It would be interesting to learn how
to determine the point at which this approach
becomes too costly.

Another important aspect where further ex-
perimentation would be beneficial is regard-



ing corpus of very different languages (such
as English and Chinese). We believe that the
very different morphological structure of some
languages would only make suitable Approach
NPNC, and we suspect that applying Approach
1P1C or Approach NP1C would not yield very
good results in these situations. The main rea-
son is the very different number of existing
terms that make a language-independent pre-
processing of documents almost a requirement.
For example, considering an English/Chinese
bi-lingual corpus, while English is a quite in-
flectional language, Chinese is not at all. On
the one hand, n-gram-based stemming is not
very effective in non-inflection languages and
actually it can input noise to the feature set
instead of providing any benefit. On the other
hand, the number of features needed for a
non-inflectional language with a large vocab-
ulary like Chinese is much larger than Eng-
lish. Therefore, using a common feature set
(i.e. 1P1C and NP1C) would play against Eng-
lish for having much fewer features.
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veirol, editors, Proceedings of ECML-98, 10th
European Conference on Machine Learning,
pages 4–15, Chemnitz, DE, 1998. Springer Ver-
lag, Heidelberg, DE.

[11] James Mayfield and Paul McNamee. Single
N-gram stemming. In SIGIR, pages 415–416,
2003.

[12] Andrew McCallum and Kamal Nigam. A
comparison of event models for naive bayes
text classification. In Proceedings of AAAI-
98 Workshop on Learning for Text Catego-
rization, pages 137–142, Madison, Wisconsin,
1998.

[13] A. Moschitti. A study on optimal parameter
tuning for Rocchio Text Classifier. In Proceed-
ings of the 25th European Conference on In-
formation Retrieval Research, 2003.

[14] M.F. Porter. An algorithm for suffix stripping.
Program, 14(3):130–137, 1980.

[15] Fabrizio Sebastiani. Machine learning in au-
tomated text categorization. ACM Computing
Surveys, 34(1):1–47, 2002.



[16] Y. Yang and X. Liu. A re-examination of text
categorization methods. In 22nd Annual Inter-
national SIGIR, pages 42–49, Berkley, August
1999.

[17] Yiming Yang and Christopher G. Chute. An
example-based mapping method for text cat-
egorization and retrieval. ACM Trans. Inf.
Syst., 12(3):252–277, 1994.

[18] George Kingsley Zipf. Human Behaviour and
the Principle of Least Effort: an Introduction
to Human Ecology. Addison-Wesley, 1949.



Biographies
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